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Lecture 9.1: Reasoning — Model Design
Louis-Philippe Morency

* Original course co-developed with Tadas Baltrusaitis.
Major revision co-developed with Paul Liang. Co-lecturers
included Yonatan Bisk, Daniel Fried and Carlos Busso.
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Administrative Stuff



Upcoming Course Assignments

Midterm project report (due this Sunday 10/25 at 8pm ET)
= For each N-1 research idea, implement a first (baseline) model
= The emphasis is on the result discussion (to update research ideas)
= Read carefully the instructions!!

Midterm project presentations (next week)
= In-class presentations: Tuesday 10/27 and Thursday 10/29

= One presentation per team, maximum of N+1 minutes
= Focus on the updated research ideas (from report)

= Attendance required for both sessions
= Give feedback to at least 6 teams per session

= Upload your slides on shared Google Drive
= Same laptop used for all presentations

Language Technologies Institute



Attendance using Poll Everywhere

1) Scan QR Code
or

https://pe.app/mmml

2 ) Enter your Andrewl|D

(as your “name tag”)

[ x Do not try to sign-in ]

3 ) Click "Share location”

Language Technologies Institute


https://pe.app/mmml
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Lecture 9.1: Reasoning — Model Design
Louis-Philippe Morency

* Original course co-developed with Tadas Baltrusaitis.
Major revision co-developed with Paul Liang. Co-lecturers
included Yonatan Bisk, Daniel Fried and Carlos Busso.
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Objectives of today’s class

= Reasoning: definition and four sub-challenges
= Compositionality as a challenge for multimodal models

= Structure modeling
= Graphs and graph neural networks
= Module networks: end-to-end learning, neural-symbolic VQA
= The Neural State Machine, and visual programming

* |Intermediate concepts
= Hard attention, concept alphabets, language

= External knowledge
= Knowledge graphs, and retrieval-augmented models

Language Technologies Institute 6



The Challenge of Compositionality

M
(a) some plants (b) a lightbulb surrounding some plants

surrounding a
lightbulb

[Thrush et al., Winoground: Probing Vision and Language Models for Visio-Linguistic Compositionality. CVPR 2022]
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Definition: Combining knowledge, usually through multiple inferential steps,
exploiting multimodal alignment and problem structure

Modality A A A A ...
ModalityB.><. £ »l »l»I»I | of @
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Definition: Combining knowledge, usually through multiple inferential steps,
exploiting multimodal alignment and problem structure
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Definition: Combining knowledge, usually through multiple inferential steps,
exploiting multimodal alignment and problem structure

Sub-challenges:
Structure Intermediate External Inference
Modeling concepts Knowledge Paradigm
4 R
words @
N OOl \ .
A)\‘ or [A /\‘-»true]
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Structure Modeling
(... beyond sequences)



Structure Beyond Sequences: Trees and Graphs

Information networks:

Web & citations Internet Networks of neurons

[Leskovec. Representation Learning on Networks. WWW 2018; Hamilton and Tang, Tutorial on Graph Representation Learning. AAAI 2019]
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Graph Neural Nets

Assume we have a graph G:
V is the set of vertices
A is the binary adjacency matrix
X is a matrix of node features:
« Categorical attributes, text, image data
e.g. profile information in a social network

Y is a vector of node labels (optional)

:*:.-. A By
Social networks Economic networks Biomedical networks

[Leskovec. Representation Learning on Networks. WWW 2018; Hamilton and Tang, Tutorial on Graph Representation Learning. AAAI 2019]
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Graph Neural Nets

Key idea: Generate node embeddings
based on local neighborhoods
In a recursive manner

¢"
*

R A ’
LR R o m— ol:

network| E

INPUT GRAPH

[Leskovec. Representation Learning on Networks. WWW 2018; Hamilton and Tang, Tutorial on Graph Representation Learning. AAAI 2019]
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Graph Neural Nets

Every node defines a unique
computation graph!

INPUT GRAPH
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[Leskovec. Representation Learning on Networks. WWW 2018; Hamilton and Tang, Tutorial on Graph Representation Learning. AAAI 2019]
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Graph Neural Nets

And multiple layers!

B Shared parameters within a .4. rl:leturalk :
specific layer SO
® “layer-0” is the input feature x, o A
Neural | & A‘<
® network| ..., ‘ ©

¢"
*

R ......... ’
'*Neural JPa— ol

network| v, =@

INPUT GRAPH

°
4

[Leskovec. Representation Learning on Networks. WWW 2018; Hamilton and Tang, Tutorial on Graph Representation Learning. AAAI 2019]
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Graph Neural Nets — Neighborhood Aggregation

How to
aggregate
multiple
neighbors?

ZA?

: \

.

s:b

/ hk—l
k __ U
=T Y e VRGO

ueN (v)Uv

It can be efficiently implemented
Graph Attention Network (veiickovic et al., 2018)

: >
hv =0 Wk
ueN (v)Uv \/‘N HN

Very similar to a self-attention transformer

K is num layers

[Leskovec. Representation Learning on Networks. WWW 2018; Hamilton and Tang, Tutorial on Graph Representation Learning. AAAI 2019]
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CLEVR: Dataset for Visual Reasoning

Q: Are there an equal number of large things and metal spheres?

Q: What size is the cylinder that is left of the brown metal thing that
is left of the big sphere? Q: There is a sphere with the same size as the
metal cube; is it made of the same material as the small red sphere?
Q: How many objects are either small cylinders or metal things?

Can we transform text into a graph,
aligned with the image?

Johnson et al., CLEVR: A Diagnostic Dataset for Compositional Language and Elementary Visual Reasoning, CVPR 2017
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Neural Module Network

Computation layout

Is the bus full of passengers?
root

Andreas et al., Deep Compositional Question Answering with Neural Module Networks, 2016
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Predefined Set of Modules

1) Analyze the image:

attend : Image — Attention combine : Attention x Attention — Attention
attend[dog] combine[except]
Convolution I Stack P Conv. B RelLU

2) Make a prediction

measure : Attention — Label
classify[where]

ReLU P FC P Softmax yes

measure[exists]
Attend [ FC [ Softmax !_

Andreas et al., Deep Compositional Question Answering with Neural Module Networks, 2016
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Module Network V2: End-to-End Learning

Computation layout

———————————————————————————————————————————————————

Is the bus full of passengers?

No need to parse the question!

No rule-based creation of the layout!

Hu et al., Learning to Reason: End-to-End Module Networks for Visual Question Answering, 2017
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Module Network V3: Neural-symbolic VQA

1) Image Attributes

Previously trained in a supervised way

(b) Object Segments / (c) Structural Scene Representation

ID  Size Shape  Material Color X y z
1  Small Cube  Metal  Pumple -045 -110 035
2 Large Cube Metal Green 3.83 -0.04  0.70
3  Large Cube Metal Green -3.20 0.63 0.70
4
5

(a) Input Image

Mask

Small Cylinder  Rubber Purple 0.75 1.31 0.35
Large Cube Metal Green 1.58 -1.60  0.70

I. Scene Parsing (de-rendering)

Kexin Yi, et al. “Neural-Symbolic VQA: Disentangling Reasoning from Vision and Language Understanding.” Neurips 2018
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Module Network V3: Neural-symbolic VQA

Similar to neural

2) Parsing questions into programs module networsk

(b) Object Segments (c) Structural Scene Representation

ID  Size Shape  Material Color b y z
Small Cube Metal Purple -0.45 -1.10 035
Large Cube Metal Green 3.83 -0.04 0.70

Cube Metal Green -3.20 0.63 0.70

Small Cylinder  Rubber Purple 0.75 1.31 0.35

Large Cube Metal Green 1.58 -1.60 0.70

(a) Input Image

L A I
]
o

A 4

I. Scene Parsing (de-rendering)

II. Question Parsing

(d) Question (Program Generation) () Program

| LSTM |—>1. filter_shape(scene, cylinder)

How many cubes that L LSTM |=> 2. relate(behind)
are behind the cylinder = [LsTM |—> 3. filter_shape(scene, cube)

Encoder

f’
Seelang LSTM |=> 4. filter_size(scene, large)
I LSTM |—)5. count(scene)

Kexin Yi, et al. “Neural-Symbolic VQA: Disentangling Reasoning from Vision and Language Understanding.” Neurips 2018
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Module Network V3: Neural-symbolic VQA

Execution of the program is somewhat

3) Program execution easier given the “symbolic”
representation of the image

(a) Input Image (b) Object Segments (c) Structural Scene Representation
ID  Size Shape  Material Color b y z
1 Small Cube Metal Purple -0.45 -1.10 0.35
Mask
= ronn [ 4> s 2 Large  Cube Metal Green 383  -0.04 0.70
G 3  Large Cube Metal Green -3.20 0.63 0.70
4  Small Cylinder Rubber Purple 0.75 1.31 0.35
> 5 Large Cube Metal Green 1.58 -1.60 0.70
I. Scene Parsing (de-rendering) l
IL Qucstion Parsm.g III. Program Execution
(d) Question (Program Generation) () Program
1. filter_shape
| LSTM | —> 1. filter_shape(scene, cylinder) 2. relate
LSTM |=> 2. relate(behind) ID  Size Shape

How many cubes that

are behind the cylinder = é‘nscl;zda [LsTM |=> 3. filter_shape(scene, cube) —> 1 Smal C“:“
9 2 Large Cube
Seelang [LST™M |=> 4. filter_size(scene, large) e
I LSTM |—) 5. count(scene) 5 Large Cube

Kexin Yi, et al. “Neural-Symbolic VQA: Disentangling Reasoning from Vision and Language Understanding.” Neurips 2018
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Module Networks V3b: The Neural State Machine

1. Given an image, generate a probabilistic
scene graph that captures the semantic
concepts.

2. Treat the graph as a state machine and
simulate iterative computation over it to
answer questions or draw inferences.

3. Natural language questions are translated
it 1 the rad At dnmids: the bowt into soft instructions and used to perform
At glri it R sequential reasoning over the scene
graph/state machine.

Hudson, Drew, and Christopher D. Manning. "Learning by abstraction: The neural state machine.” NeurlPS 2019
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Module Networks V3b: The Neural State Machine

The State Machine table

transitions

man’}—""

boy

What is the red fruit inside the bowl
to the right of the coffee maker?

Hudson, Drew, and Christopher D. Manning. "Learning by abstraction: The neural state machine.” NeurlPS 2019
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Module Networks V3b: The Neural State Machine

alphabet (concepts)

The State Machine table /

transitions Color: brown (0.52) =emm

banang grapes, - / Material: wood (0.8) =omm
o aggle

man |— P 4 Color: red (0.95) -

| gir e 9 Shape: round (0.87)  wemm
boy ) states
g Mood: happy (0.78)  woem
: sitti 82
What is the red fruit inside the bowl mecldin L
to the right of the coffee maker? \

Hudson, Drew, and Christopher D. Manning. "Learning by abstraction: The neural state machine.” NeurlPS 2019
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Module Networks V3b: The Neural State Machine

alphabet (concepts)

The State Machine table /

transitions Color: brown (0.52) =emm

. grapes ; / Material: wood (0.8) wwm
maker‘:
man)}———— P 4 Color: red (0.95) -
| gir e Shape: round (0.87) e
boy states

@Mnnd: happy (0.78) = mm

: sitti B2
What is the red fruit inside the bowl Posture: sitting (0.8 L<

to the right of the coffee maker?

properties disentangled
representation

Hudson, Drew, and Christopher D. Manning. "Learning by abstraction: The neural state machine.” NeurlPS 2019
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Module Networks V3b: The Neural State Machine

alphabet (concepts)

The State Machine table /
. on tog,..

banang oapes - / Material: wood (0.8) =omm
% 7 right .
Inside coffee’
behind ke
man')=——"_, ] A Color: red (0.95) -
look<if_gx girl | <\ Shape! round (0.87)  =omm
boy ) states
smiling @
Mood: happy (0.78)  woem
Post : sitti 82
What is the red fruit inside the bowl > ::::'; right m inside red o T e
to the right of the coffee maker? T,; r|- r: rs. Q \
: . ] ;
ISy ot properties disentangled

representation

Hudson, Drew, and Christopher D. Manning. "Learning by abstraction: The neural state machine.” NeurlPS 2019
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Module Networks V3b: The Neural State Machine

The State Machine

alphabet (concepts)

@Culoﬂ brown (0.92)

table
yellow z o"mp transitions =
banang grapes 1 / Material: wood (0.8) =omm
‘-' 3lnside et mffeeo
behind | ke
man = W4 A Color: red (0.95) -
lookﬁtgx girl \ Shape: round (0.87) e
o states
smiling @
// Mood: happy (0.78)  woem
= =i eoffee Posture; sitting (0.82) e
What is the red fruit inside the bowl —_— o right m inside red 3 app le
to the right of the coffee maker? T,; n = r: rs. Q
: . roperties i
instructions PP disentangled
representation

Hudson, Drew, and Christopher D. Manning. "Learning by abstraction: The neural state machine.” NeurlPS 2019
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Module Networks V4: Visual Programming

Query q Visual Input «

> - “Which pet is in
Predefined modules and subroutines petis i
the top left?
Image FaceDet
Understanding OWL-ViT DSFD (pypi) MaskFormer CLIP-ViT CLIP-ViT ViLT -
ViperGPT Generated Code z
def process_query_function(image):

Replace ColorPop BgBlur COde LLM image_patch = ImagePatch(image)

Stable PIL.convert() PIL.GaussianBlur() PIL.rectangle() Augly (pypi) pets = image_patch.find( "pet")
Image Diffusion cv2.grabCut() cv2.grabCut() PIL.text() 7r pets_sorted = ...

Manipulation .
Fm Fﬂﬁi! CropRight CropAbove CropBeIow return result
PIL.crop() PIL.crop() PIL.crop() PIL.crop() PIL.crop()
API Specification .
P Code Execution ¢

Knowledge List Arithmetic
Retrieval & Logical eval() len() dict() def compute.depth{inage) -> torch.Tensor: Python Interpreter

def exists ject_name) -> bool:

leturn True if object_name is in image +
def (text) - ext: .
Sinitaricy pe API| Implementation

Result: “shiba Inu”

Gupta and Kembhavi, Visual Programming: Compositional visual reasoning without training, 2023

Suris et al., ViperGPT: Visual Inference via Python Execution for Reasoning, 2023
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Intermediate Concepts via Hard Attention

Hard attention ‘gates’ (0/1) rather than soft attention (softmax between 0-1)
- Can be seen as discrete layers in between differentiable neural net layers

Sentiment analysis,
emotion recognition

Reject Pass Reject

Figure 3. Visualization of the attention for each generated word. The rough visualizations obtained by upsampling the attention weights
and smoothing. (top) ‘soft” and (bottom) “hard” attention (note that both models generated the same captions in this example).

Swlwiwinl b IE.
lllll.lll

bird flying over body water

Image captioning

[Xu et al., Show, Attend and Tell: Neural Image Caption Generation with Visual Attention. ICML 2015]
[Chen et al., Multimodal Sentiment Analysis with Word-level Fusion and Reinforcement Learning. ICMI 2017]
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Fixed Concept Alphabet

What is the red fruit inside the bowl

to the right of the coffee maker?

The State Machine table

transitions

girl | A
B \

states

boy }—

Hudson, Drew, and Christopher D. Manning. "Learning by abstraction: The neural state machine.” NeurlPS 2019

Language Technologies Institute
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Language as Intermediate Concepts
- Large language/video/audio models interacting with each other
- Each language model has its own distinct domain knowledge
« Interaction is scripted and zero-shot

Internet
pa 3 \ Visual LMs
isu
// Fictional novels \\ |anguage P pixeis
. |anguage < Ianguage / Test questions .
. Spreadsheets L
language-represented visual or / Caplions /_,,_} r
audio entities ‘ Large Language Models (LMs) -
o \ language « language e \\
- - — = \ /10e0S
similarity — language \ el ~L \
' Q / Audio LMs “
_ . Dialogue & Q&A I J
v. ALM ® Ianggage re.pr_ese.nted visual \ language < audio
\ s entities — Slmllarlty Screenplays /
S
® language-represented audio \J / N | _,./
entities — similarity
/‘ A) AR < . People - - /ex¢\ Robotics
language + assistance language < intent  \ language «
Guided multimodal discussion Combining domain knowledge

[Zeng et al., Socratic Models: Composing Zero-Shot Multimodal Reasoning with Language. arXiv 2022]
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Language as Intermediate Concepts

a
) ° user_input: ' Insert text here

Zero-Shot
Socratic
Internet

0Os completed at 7:49 PM ® X

Image
Captioning

[Zeng et al., Socratic Models: Composing Zero-Shot Multimodal Reasoning with Language. arXiv 2022]
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External Knowledge



External Knowledge: Why Models Need It

Requires knowledge of water
sports, sports equipment, etc.

Existing models struggle when external knowledge is needed.

What kind of How can we leverage external knowledge?
board is this?

[Marino et al., OK-VQA: A visual question answering benchmark requiring external knowledge. CVPR 2019]
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External Knowledge: Knowledge Graphs (KAT)

Knowledge can also be gained from external sources

e Concepts: interpretable language

Object

detector Wakeboard boat: boat

designed to create a wake...

Wakeboarder: ...
Language

Kitesurfer: ... - P suyrfboard

model

What kind of Wikidata
board is this?

Skiboarding: ...

4 4 4 44

Boardsport. ...

— —

Structure: multi-step retrieval Composition: neural

[Gui et al., KAT: A Knowledge Augmented Transformer for Vision-and-Language. NAACL 2022]
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External Knowledge: Multimodal Knowledge Graphs

Concepts: interpretable
Structure: multi-step inference

| Composition: graph-based
natura
light

m===lp Class auditorium

community and social
work, taking class for
personal interest,
religious practices,
waiting, attending the
performing arts

O Scene category
Attribute

O Affordance

[] Image - label

Affordances

Inter-correlation
[] Intra-correlation
congregating, indoor
Attributes lighting, spectating,
enclosed area, glossy

[Zhu et al., Building a Large-scale Multimodal Knowledge Base System for Answering Visual Queries. arXiv 2015]
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External Knowledge: Retrieval

[

Large-Scale
Image-Text
Corpus for

-— -

Pre-Training

\_/_

Input Query from
Pre-Training Corpus

( Theador: Roosevelt

Wiki-
Image-
| Text

.
Retrieve

This children's icon
toy was named
after [MASK]

| WikiData

Teddy bear

List of presidents of thex &

United States

Vidpedia, 1

teddy bear (Q213477)

soft toy in the form of a bear

<teddy bear, subclass of, stuffed toy>
<teddy bear, named after, Theodore Roosevelt>

> Fuse &

Generate

|
|
| Generated Output
|
|
|

EaEaEE

Q: What is
hanging above
the toilet?

A: teddy bear

Q: What
animal is this?
A: bear

: Theodore Roosevelt
: refused to kill a black

|
|
|
|
[MASK] = President |
|
|
| bear in a hunt. !

End-to-End Backpropagation

[Hu et al., REVEAL: Retrieval-Augmented Visual-Language Pre-Training with Multi-Source Multimodal Knowledge Memory, 2023]

Language Technologies Institute
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External Knowledge: Retrieval + Generation

(a) Overview of Retrieval-Augmented Multimodal Model

(b) Dense Multimodal Retriever Labrador sitting on Generator ™ b (¢) Retrieval-Augmented Generator
bench near water. (Multimodal Model)
f(query, memory) — score Loss for the retrieved docs Loss for the main doc
E.g. Extension of CLIP p A .
score -
.'/ Mean Pooling \". Retl"e\'er
| Transformer
. ﬂf:lsl:r;y - . |
B T / P cur
/ et e e Retrieved Doc 1 Retrieved Doc 2 Main Document
Mixed-modal Mixed-modal I -
Eeppar the Labrador retriever e e L
Encoder Encoder ausnie pup ||| — S e ;::;:dcr retriever sitting on N GG o
I : g . ’ bench near water.
X . /,/
(igg;gggi?mizte] w:;ztiiif:\mg}t Input document Memory Labrador retriever sitting by o Eachimasei it
N — (Multimodal documents) LA B -T2 4 tohons using VOGAN

[Yasunaga et al., Retrieval-Augmented Multimodal Language Modeling, 2023]
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